
5552 IEEE TRANSACTIONS ON IMAGE PROCESSING, VOL. 35, 2026

FANet: Fovea Attention Network for Robust Aerial
Geo-Localization Across Diverse Weather

Conditions
Jiahao Wen , Hang Yu , Member, IEEE, and Zhedong Zheng , Senior Member, IEEE

Abstract—Cross-view geo-localization between drone and satel-
lite images is severely challenged by rapid weather variations,
which induce appearance shifts, occlusions, and texture degrada-
tion. Inspired by human foveal attention, we propose the Fovea
Attention Network (FANet), a robust dual-branch framework
comprising: 1) the Weather-Adaptive Global Branch (WAGB)
that explicitly injects weather cues (e.g., ‘rain/snow’) into the
feature space via a style-modulation encoder, then captures
large-scale structural consistency through a Learnable Region
Reassembly (LRR) mechanism; and 2) the Local Semantic Atten-
tion Branch (LSAB) that leverages a pretrained segmentation
model to generate high-confidence masks, distilling discrimina-
tive features from salient regions. An adaptive fusion strategy
module fuses global context with fine-grained semantic cues. We
further adopt multi-weather adaptive training, treating weather
types as related tasks with shared parameters to reduce cross-
weather confounding. Extensive experiments on University-1652,
SUES-200, and CVUSA show that FANet achieves competitive
Recall@1 across all conditions, attaining the highest overall
mean with the lowest variance. Notably, it improves Recall@1
by 6.79% under severe low-illumination (‘dark’) conditions,
demonstrating robustness and stability. Our code is available at
https://github.com/Jahawn-Wen/FANet

Index Terms—Cross-view geo-localization, image retrieval,
multi-weather inference, domain adaptation.

I. INTRODUCTION

AERIAL geo-localization performs image retrieval
between drone-views and a large-scale satellite image

database, rapidly pinpoints target regions, and provides fine-
grained support for real-time decision making. There are two
dominant retrieval paradigms. In the satellite-to-drone setting,
a satellite patch queries a drone gallery, supporting disaster
response, traffic monitoring, and infrastructure inspection [1],
[2], [3], [4]. In the complementary drone-to-satellite setting, a
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Fig. 1. Samples of Illumination Disturbances (‘dark’/‘over-exposure’),
Particle-induced Occlusions (‘rain’/‘snow’), and Visual Degradation
(‘fog’/‘motion’) in drone-view image. The red dashed boxes indicate the
target region, the green dashed boxes indicate the regions affected by
interference, and the yellow dashed line indicates the roads.

drone-view image queries its satellite counterpart, providing
broader geospatial context for environmental monitoring and
land-use analysis [5], [6].

However, accurate aerial geo-localization remains chal-
lenging for two intrinsic reasons: (i) pronounced geometric
discrepancies between drone and satellite images in viewpoint,
scale, and rotation; and (ii) fine-grained cues such as roads,
rooftops, and facades often appear similar at low-altitude view-
points, making adjacent regions hard to distinguish. Weather
further magnifies these issues: illumination changes break
photometric consistency, while precipitation/fog together with
wind-induced motion blur weakens edge contrast, jointly
inducing pronounced cross-view distribution shift.

Building on this analysis, we examine two tightly cou-
pled challenges: Global illumination disturbances and
cross-domain distribution shifts. Varying global illumina-
tion conditions (e.g., ‘dark’ and ‘Over-exposure’ scenarios)
dramatically alter brightness and degrade global texture clarity,
resulting in significant cross-domain shifts. As shown in Fig. 1
(column 1), the target region (red dashed box), reference
regions (green dashed boxes), and roads (yellow dashed lines)
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suffer substantial visual distortions under extreme illumina-
tion conditions. Specifically, under ‘dark’ illumination, the
target region visually merges into its surroundings, severely
impairing semantic recognizability and matching consistency.
Conversely, in ‘Over-exposure’ conditions, essential semantic
features and textures become washed out, further degrading
global feature stability and amplifying domain discrepan-
cies between drone and satellite views [3], [7]. Regional
Misalignment and Ambiguity. Intrinsic geometric discrep-
ancies between drone and satellite views inherently cause
spatial misalignment, where static occlusions such as trees and
buildings disrupt continuous visual cues, intensifying regional
ambiguity. More importantly, as shown in Fig. 1 (columns 2
and 3), weather factors (e.g., rain, snow, fog, wind-induced
motion) further intensify this ambiguity, making adjacent
regions difficult to disambiguate. For instance, in column 2,
‘rain’ and ‘snow’ conditions notably erode local edges and
texture details, obscuring critical semantic boundaries between
target regions (red dashed boxes) and nearby reference regions
(green dashed boxes). Column 3 further illustrates that visual
degradations caused by ‘fog’ and ‘motion (wind)’ signifi-
cantly blur and suppress fine-grained semantic cues, blending
target regions into their surroundings and severely reducing
discriminability among adjacent areas. The interplay between
these global illumination disturbances and local ambiguities
reduces both patch-level discriminability and overall scene
coherence, greatly complicating robust and accurate drone-to-
satellite matching tasks.

Although learning robust and discriminative cross-view rep-
resentations is an important goal of aerial geo-localization
[8], existing methods struggle in complex dynamic environ-
ments, especially under adverse weather. These methods fall
broadly into two categories. Feature-level matching methods.
Deep metric and contrastive learning methods [1], [9], [10],
[11] map drone and satellite views into a common embed-
ding, aiming to implicitly close geometric and fine-grained
semantic gaps. However, weather-induced degradations (local
noise, edge blurring, texture flattening) undermine robustness,
leading to noticeable drops under intensified regional mis-
alignment and ambiguity. Prior-guided alignment methods.
These methods exploit external cues such as semantic masks
or rigid spatial partitions [12], [13], [14] to enforce explicit
geometric or semantic alignment. While effective in clean
normal scenarios, they depend on strong assumptions such as
clear boundaries, stable illumination, and consistent textures,
which often fail under heavy fog, rain, or snow. Semantic
masks become unreliable in low-contrast scenes, and fixed
partitions cannot adapt to global distribution shifts induced
by weather.

To address the combined challenges of weather and cross-
view geometric discrepancy, we propose the Fovea Atten-
tion Network (FANet), a dual-branch framework designed
for robust geo-localization under adverse weather. FANet
explicitly separates and jointly optimizes two comple-
mentary objectives: global weather robustness and local
geometric–semantic discriminability. The Weather-Adaptive
Global Branch (WAGB), a fine-grained style modulation mod-
ule injects weather cues into content features to compensate

for texture loss and illumination shifts. A learnable region
reassembly block then applies spatial attention to highlight
weather-resilient areas and reorganize them into a discrimina-
tive global representation. In the Local Semantic Attention
Branch (LSAB), high-fidelity masks generated by the pre-
trained Segment Anything Model [15] guide LSAB to isolate
key objects and refine their boundaries, correcting viewpoint-
induced misalignment and weather-induced blur. The global
and local branch features are integrated through an adaptive
fusion strategy. The multi-weather training strategy treats each
weather type as an independent task, computes dynamic task
weights, and aggregates model parameters, ensuring robust-
ness across diverse scenes. Extensive experiments validate the
effectiveness of FANet. MuSe-Net [14] is the most recent
method dedicated to multiple-weather aerial geo-localization
and currently delivers the strongest average results across
all weather conditions. However, Fig. 2 shows that FANet
surpasses MuSe-Net in both retrieval directions (satellite to
drone and drone to satellite), with mean gains of 2.35% in
Recall@1 and 3.24% in AP. The radar plots further reveal a
noticeably tighter contour and reduced variance, indicating that
FANet provides more stable and robust performance under a
wide range of complex or composite weather conditions. The
main contributions of this work are summarized as follows:
� We present a Fovea Attention Network that explicitly

separates weather-aware global layout and local region
alignment, allowing the two branches to reinforce each
other in harsh weather and occlusion scenarios.

� We introduce a dynamic style modulation module paired
with semantic-guided attention to sharpen edge details
and counteract severe illumination and texture degrada-
tion.

� We introduce a Multi-Weather Training Strategy to jointly
learn cross-view and weather features, thereby reducing
weather interference and achieving stable convergence
with fewer parameter update steps. The proposed method
achieves a mean Recall@1 of 86.02% and an AP of
68.19% against diverse weather on University-1652, out-
performing other competitive methods. Similar results are
also observed on SUES-200 and CVUSA.

II. RELATED WORK

A. Internal Features for Aerial Geo-Localization

Early methods in aerial geo-localization used handcrafted
features like SIFT [16] and SURF [17], which worked well
for small tasks but struggled with viewpoint variations [18],
[19]. Later, global descriptors like VLAD [20] and Fisher
Vector [21] improved contextual representation, but challenges
with scene diversity in complex environments remained. With
the development of deep learning, convolutional neural net-
works (CNNs) have become the common choice for feature
extraction [14], [22], [23]. They learn hierarchical and abstract
features directly from the data, improving feature representa-
tion capabilities [7], [24], [25]. These networks were improved
by employing metric learning frameworks [26], [27], designed
to minimize the distance between features from the same
location [28], [29] while maximizing separation between those
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from different locations [30], [31], thereby enhancing feature
discriminability and overall localization performance [32],
[33]. Subsequently, attention mechanisms were effectively
integrated into deep learning models to better handle viewpoint
variations, focusing on the most relevant regions of the image
to improve alignment and robustness of the cross-view features
[34], [35], [36], [37]. Related retrieval studies also highlight
that explicit local alignment with fine-grained supervision can
improve matching reliability beyond global descriptors [38].

B. External Cues for Aerial Geo-Localization

To improve the performance of localization models in com-
plex scenes, researchers have explored enhancement methods
that utilize external cues such as semantic segmentation [39],
[40], [41], [42], [43] and contextual information [3], [13].
These methods rely on predefined regions or category-specific
information [2], [44], [45] to assist in image partitioning
and matching through landmark detection and contextual fea-
tures [46], [47], [48], [49]. By enhancing image alignment
in challenging conditions, these approaches enable models
to achieve competitive performance. Furthermore, combining
external cues with local features [12], [50], [51], [52], [53]
bolsters the resilience of the model to environmental variations
[54], [55]. Beyond task-specific external cues, recent works
on domain generalization and style modeling aim to improve
robustness to appearance shifts. NormAUG [56] leverages
normalization-guided augmentation to diversify appearance
statistics, while INSURE [57] emphasizes disentanglement and
purification to suppress domain-related nuisances. KBStyle
[58] further demonstrates that style-related transformations can
be realized with compact networks, motivating lightweight
robustness designs [59]. WeatherPrompt [60] emphasizes the
necessity of constructing weather-robust embeddings under
severe appearance changes through multimodal representation
learning. However, these techniques often depend on prior
knowledge to guide feature partitioning and matching. This
reliance can be limiting in scenarios with significant infor-
mation ambiguity or severe occlusions, where conventional
guidance becomes less effective.

III. METHOD

A. Problem Statement

In the multi-environment aerial geo-localization task, satel-
lite views remain consistent in illumination and imaging
geometry, whereas drone-view images vary dramatically with
lighting and weather variations. Following prior research [14],
we assume that satellite images maintain spatially constant
representations under fixed illumination and weather, while
drone-view images change with environmental conditions.
Given a geo-localization dataset containing drone-view and
satellite images from multiple regions, we denote the input set
as X = fxi

jg
N
i=1 and the region-ID label set as YID = fyi

IDg
N
i=1,

where N is the number of images. The subscript j 2 f1; 2g
denotes the data source, with xi

1 representing satellite images
and xi

2 representing drone-view images. To simulate weather
conditions, we employ data augmentation [61] to generate
Nw weather-stylized drone-view images X2;t = fxi

2tg, where

Fig. 2. The effectiveness of the multi-weather training strategy on University-
1652. The radar chart details the results under different weather conditions,
while the bar chart shows the mean result. (Best viewed when zooming in.)

t 2 [1; : : :;Nw]. Such data augmentations preserve the geo-
metric structure [62], unlike generative models that introduce
unrealistic textures and break spatial consistency. The task
is formulated as cross-view image retrieval. During training,
the model learns robust discriminative embeddings via region-
ID classification supervision. At inference, it embeds a query
(drone/satellite) image and all gallery (satellite/drone) images
into a shared feature space and retrieves matches by measuring
feature similarity.

B. FANet

As illustrated in Fig. 3, the proposed Fovea Attention
Network (FANet) consists of two complementary branches.
The Weather-Adaptive Global Branch (WAGB) employs a
style-modulated encoder (SME) to extract both content and
weather-aware style features (e.g., illumination, fog, rain).
The style features are embedded back into the content
stream through channel-wise, layer-wise modulation within
the encoder, enabling explicit modeling of weather variations
while maintaining content stability. The Local Semantic Atten-
tion Branch (LSAB) uses a frozen, off-the-shelf segmentation
model [15] to generate candidate masks. A center prompt and
IoU-based ranking select the top-Km high-confidence regions,
where Km = 1 by default, and fine-grained encoding captures
view-consistent and discriminative semantic cues. The two
branches are then fused in a shared embedding space via adap-
tive feature weighting, balancing global layout consistency
with local detail discriminability. The entire framework is opti-
mized with identity classification loss and focal loss, yielding
image representations that remain robust across viewpoints and
weather conditions.

1) Weather-Adaptive Global Branch: In real-world sce-
narios, weather changes lead to variations in illumination,
color tone, and clarity in drone-view images. Motivated by
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Fig. 3. Overall architecture of FANet. The model comprises two complementary branches. The Weather-Adaptive Global Branch (top) modulates content
features with weather style cues and re-assembles discriminative regions to form a weather-robust descriptor fglobal. The Local Semantic Attention Branch
(bottom) leverages SAM masks to focus on salient foreground regions and extracts a semantic descriptor fsem, where the highest-confidence mask is selected
by default. The channel attention mechanism fusion of the two descriptors enables accurate drone-to-satellite matching under diverse weather conditions.

image-processing principles in style transfer and adaptive
contrast enhancement, where content information is preserved
while appearance statistics are normalized, we adopt IBN-Net
[63] to disentangle and modulate style and content. The net-
work integrates batch normalization (BN) [64] with instance
normalization (IN) [63] by inserting IN into the shallow blocks
to reduce style bias, while keeping BN in higher layers to
preserve content-relevant discriminability. By explicitly recal-
ibrating feature statistics across weather domains, we obtain
style-consistent representations at the feature level.

a) Style-Modulated Encoder (SME): We construct a
style-modulated encoder consisting of a style encoder and a
content encoder. Since shallow convolutional features (e.g.,
edges, colors, and patterns) are sensitive to style variations,
we construct a style encoder consisting of two convolutional
blocks. We implement the style encoder as an independent
shallow branch composed of two convolutional blocks. Each
block sequentially applies convolution, batch normalization,
ReLU activation, and max pooling to extract shallow style
representations. The resulting feature map si 2 R512�32�32

encodes style attributes such as illumination and color.
Meanwhile, the content encoder corresponds to the full IBN-
Net backbone, which extracts deeper content features ci 2

R2048�16�16 from the same stylized image, where the last
residual stage is kept at stride 1. To integrate style features
si as dynamic modulation factors, we first downsample and
project si to match the resolution and channel dimensions of ci,
obtaining s̃i 2 R2048�16�16. These features are then embedded
through a residual structure:

f i
content = ci � (1 + �s̃i) + �s̃i; (1)

where � and � are learnable parameters that control the
influence of the style.

b) Learnable Region Reassembly (LRR): Given the mod-
ulated feature map f i

content 2 R2048�16�16, the Learnable Region
Reassembly (LRR) module reorganizes geo-discriminative
information in three sequential steps:

(a) Region response generation. A 1 � 1 convolution first
preserves the feature dimensionality and produces an interme-
diate tensor R̃ i 2 R2048�16�16. A second 1 � 1 convolutional
layer then produces a region response tensor R i 2 RKr�16�16,
where Kr denotes the number of latent regions (Kr = 4 by
default). Each channel corresponds to one latent region. A
channel-wise softmax is applied at each spatial location to
normalize the responses into spatial masks:

M i
k(p) =

exp
�
R i

k(p)
�PKr

‘=1 exp
�
R i
‘(p)

� ; k = 1; : : :;Kr; (2)

where p indexes spatial locations.
(b) Masked global average pooling. For each mask M i

k ,
weighted global average pooling extracts a region descriptor
from the feature map:

v i
k =

X
p

M i
k(p) f i

content(p)X
p

M i
k(p)

; v i
k 2 R2048; (3)

where the normalization term adapts to mask coverage, thereby
suppressing noise while preserving discriminative cues.

(c) Region feature reassembly. We concatenate all region
descriptors to obtain the reassembled representation:

f i
LRR = [v i

1; v i
2; � � � ; v i

Kr
] 2 R2048Kr ; (4)
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we then project the concatenated representation through a fully
connected layer and a sigmoid function to obtain channel-wise
weights:

!LRR = �
�
FC( f i

LRR)
�
2 R2048: (5)

The original feature map is subsequently recalibrated as

f i
global = f i

content � !LRR; (6)

where � denotes channel-wise multiplication. This channel-
wise recalibration suppresses weather-sensitive responses
while enhancing more robust channels. In addition, soft
competition among latent regions enables the network to
shift attention toward alternative, less corrupted areas under
occlusion or adverse weather, thereby improving cross-view
distinctiveness.

2) Local Semantic Attention Branch: For each input xi
j 2

R3�256�256, we query a frozen Segment Anything Model
(SAM) with a single center-point prompt and obtain candidate
instance masks. We select the highest-confidence mask m? and
bilinearly resize it to the same spatial resolution as the input
image.

To adaptively balance foreground emphasis with back-
ground context, we concatenate the input image and its masked
foreground along the channel dimension and denote the result
as:

Xsam = [ xi
j; xi

j � m? ] 2 R6�256�256: (7)

Subsequently, the concatenated feature tensor Xsam is pro-
cessed by a shallow convolutional block that outputs a
two-channel spatial attention map � = [�0; �1], where �0 +
�1 = 1 at each spatial location. The attention maps weight
the full image and the masked foreground, and the weighted
components are combined element-wise to form the fused
RGB tensor:

x i
sam = �0 � xi

j + �1 � (xi
j � m?) 2 R3�256�256: (8)

The fused tensor x i
sam is then encoded by a lightweight

convolutional block B(�) to extract discriminative semantic
cues. Finally, global average pooling (GAP) is applied to
generate the semantic-enhanced local representation:

f i
sem = GAP

�
B(x i

sam)
�
2 R2048: (9)

3) Adaptive Feature Fusion: To effectively integrate com-
plementary information from the global branch and local
semantic attention branch without introducing excessive com-
plexity, we propose a simple yet adaptive fusion strategy.
Given the weather-adaptive global branch feature f i

global 2

R2048 and the local semantic attention branch feature f i
sem 2

R2048, we generate an adaptive channel-wise modulation factor
via an element-wise sigmoid transformation of the semantic
branch feature:

w i = �( f i
sem); (10)

where �(�) denotes the sigmoid function. We fuse the two
branch features using a residual-style weighted summation:

f i
fused = � � f i

global + (1 � �) � w i � f i
sem; (11)

where � 2 [0; 1] is a learnable parameter.

The fused embedding f i
fused is passed to a linear identity

classifier to predict the geo-label. Model training is driven by
two complementary objectives: the identity classification loss
Lid and the focal loss Lfocal.

a) Identity loss: Given the classifier weight matrix W2
RM�2048, the cross-entropy identity loss is:

Lid = �
1
N

NX
i=1

log
exp(W>yi

f i
fused)PM

j=1 exp(W>j f i
fused)

; (12)

where yi denotes the ground-truth geo-label of sample i and
M is the number of classes.

b) Focal loss: To mitigate the class-imbalance issue, we
adopt the focal loss [65]:

L f ocal = �’(1 � pt)� log(pt); (13)

where pt is the predicted probability for the correct class, ’
and � are hyperparameters that adjust the weight and modulate
the impact of hard samples.

c) Overall objective: The two losses are equally
weighted:

L = Lid + Lfocal: (14)

C. Multi-Weather Training Strategy

Inspired by task-oriented optimization in meta-learning [66],
we treat each weather condition as an individual task Ti. For
training with Nw weather tasks (e.g., rain, snow), the overall
loss L is defined as the sum of the weather-specific losses LTi ,
where each loss is defined as:

LTi = LTi
id + LTi

f ocal; (15)

where LTi
id and LTi

f ocal represent the identity classification and
focal losses for weather Ti, respectively. The total loss is then
aggregated to guide global model optimization.

At the beginning of training, the model is initialized with
global parameters �0. For each weather Ti, we create a
weather-specific parameter set �i from �0, and optimize it by
minimizing the LTi :

�i  �i � �r�iLTi ; (16)

where � is the learning rate for weather Ti. Here, �i captures
the weather-adaptive updates from �0 to account for the unique
characteristics of Ti. After completing all weather tasks, we
aggregate each weather loss LTi to form a total loss LT . The
weight for each weather wi is defined as wi =

LT�LTi
Nw�1 , where

Nw is the total number of weathers. We then compute the final
global parameters � by applying a weighted average of all �i:

�  �0 + 


NwX
i=1

wi(�i � �0); (17)

where 
 is the global learning rate. �i are weather-specific
refinements, and � integrates each �i, yielding global parame-
ters for better generalization.
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IV. EXPERIMENT

A. Datasets and Evaluation Protocol

University-1652 [1] is a large-scale dataset for cross-view
geo-localization and multi-view retrieval. It contains images
from 1,652 building locations in universities, captured from
satellite, drone, and ground views. Each building has 54 drone
images, 1 satellite image, and additional street-view images.
The training set includes 701 buildings, while the test set has
951 buildings, without overlap.

SUES-200 [67] is a multi-view dataset comprising drone
and satellite images from 200 locations in Shanghai. It covers
diverse scenes such as urban areas, parks, lakes, and public
buildings. Drone images are taken from various altitudes
(150m, 200m, 250m, 300m) in real-world scenes.

CVUSA [68] is a widely-used cross-view geo-localization
dataset, designed specifically to evaluate the matching between
images taken from different viewpoints. The dataset contains
over 44,000 pairs of ground images and corresponding satellite
images, covering various urban, rural, and natural landscape
scenes across the United States.

Evaluation protocol. We report Recall@K (R@K) and
Average Precision (AP) in our experiments. R@K measures
the proportion of correctly localized images in the top-K list.
AP is the area under the precision-recall curve.

Implementation Details. All experiments are conducted
using PyTorch [73] on NVIDIA RTX A6000 GPUs. We adopt
a two-stage training strategy. During the first 10 epochs,
the model is trained under multiple weather conditions as
described in Section III-C, learning robust features in various
weather-related domains. After the 10 epochs, we randomly
select one weather condition per epoch and continue training
with standard stochastic gradient descent (SGD) [74] until the
210th epoch. This phased approach balances multi-weather
learning and training efficiency. The initial learning rate is set
to 0.0005 and decays by a factor of 0.1 at epochs 120 and
180. We apply a momentum of 0.9 to speed up convergence.
During both training and inference, we adopt a strict image-
only cross-view retrieval setting (no acquisition metadata is
used). The images are resized to 256 � 256, and random
cropping and flipping are applied for data augmentation.
Various weather conditions are simulated using imgaug [61].
Following Section III-B3, we employ L f ocal with ’ = 0:25 and
� = 2 to balance the positive and negative samples.

B. Comparison With Competitive Methods

1) Results on University-1652: The experimental results
on the University-1652 dataset are shown in Tab.I. We com-
pared the proposed FANet with several competitive cross-view
geo-localization methods. In the Drone ! Satellite task,
FANet achieved a mean Recall@1 (R@1) accuracy of 66.88%
(+1.73%) and a mean Average Precision (AP) of 70.85%
(+1.69%), showing significant improvements over the existing
SOTA method. Similarly, in the Satellite! Drone task, FANet
reached a mean R@1 accuracy of 86.02% (+1.34%) and
a mean AP of 68.19% (+2.44%). Our method showcased
competitive performance when handling drone view images

Fig. 4. Visualization of heatmaps for cross-view geo-localization under
weather and viewpoint variations.

under 10 different conditions, especially in terms of cross-
view geo-localization in challenging weather scenarios (e.g.,
Dark, Over-exposure, and Rain+Snow). As shown in Fig. 4a
and 4b, our proposed model generalizes well across domains
and maintains stable performance in diverse weathers and
viewpoints. More details can be found in Section IV-C.13.
Compared to the state-of-the-art approach (SOTA), FANet
maintains a more focused attention on the target region (see
Fig. 4c). In contrast, the SOTA method disperses its attention
across nondiscriminative areas, such as peripheral background
textures, adjacent regions, or high-intensity noise (indicated by
the red arrows), behind consistent localization of the building.
However, FANet tightly concentrates on the crucial structural
contours and edges, facilitating robust target capture even
under severely reduced visibility. It is worth noting that,
although FANet falls short of some methods under some
weather conditions, its primary objective is to optimize the
overall average performance rather than overfit to any partic-
ular weather type. Consequently, both the architecture and the
loss formulation priorities cross-domain feature consistency
and broad adaptability to multiple degradations.

To eliminate biases introduced by differing training
data and implementation details, we add a unified
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TABLE I
PERFORMANCE (R@1(%) AND AP(%)) ON UNIVERSITY-1652 FOR DRONE ! SATELLITE AND SATELLITE ! DRONE TASKS. IN BOTH TASKS, DRONE-

VIEW IMAGES ARE STYLIZED IN 10 DIFFERENT WEATHER CONDITIONS, AND THE SATELLITE-VIEW IMAGES ARE CONSTANT. BEST RESULTS
ARE HIGHLIGHTED IN BOLD. * DENOTES THE USE OF OFFICIAL PRETRAINED WEIGHTS (AUTHORS’ RELEASED CHECKPOINT TRAINED

UNDER THE STANDARD SETTING)

TABLE II
QUANTITATIVE EVALUATION OF RE-IMPLEMENTED METHODS ON UNIVERSITY-1652 UNDER 10 WEATHER CONDITIONS

multi-weather re-training comparison of representative
baselines (see Table. II). Specifically, Sample4Geo, Safe-Net,
and CCR are all re-trained and evaluated by us under
the same codebase/environment and the same synthetic
multi-weather data generation pipeline. Moreover, to further
ensure fairness, we report backbone-aligned results by
inserting our modules into the exact backbones used by
each baseline, ConvNeXt-Base384 for Sample4Geo, ViT-S
for Safe-Net, and ConvNeXt-Base224 for CCR, so that
the comparison reflects methodological differences rather
than backbone or pretraining discrepancies. The results
show consistent gains across all three backbones: for
Drone!Satellite, the Mean improves from 85.23/87.41
to 89.45/91.13 (R@1/AP) on ConvNeXt-Base384, from
86.58/88.61 to 88.07/89.87 on ConvNeXt-Base224, and from
76.72/79.80 to 77.04/80.03 on ViT-S; for Satellite!Drone,
the Mean increases from 92.87/84.49 to 95.05/88.39 on
ConvNeXt-Base384, from 93.84/86.50 to 94.45/87.51 on
ConvNeXt-Base224, and from 88.33/77.87 to 89.39/78.98
on ViT-S. Notably, the gains are more pronounced under
challenging degradations such as Dark/Over-exposure (e.g.,

ConvNeXt-Base384 on Dark: 77:70 ! 85:19). Overall,
these results confirm that under the same backbone and the
same multi-weather training/testing protocol, our method
consistently improves cross-weather robustness and yields
reproducible overall gains.

2) Results on SUES-200: In the real-world SUES-200
dataset, we combine drone-view images captured at four
altitudes (150m, 200m, 250m, and 300m) to simulate diverse
operational heights in practical drone applications, enabling a
comprehensive evaluation of our method. As shown in Tab. III,
compared to the existing SOTA method MuSe-Net [14], our
method shows significant improvements across several metrics.
Specifically, FANet improves mean R@1 accuracy in the
Drone ! Satellite task from 52.02% to 55.07 % (+ 3.05%)
and mean AP from 53.33% to 56.25% (+2.92%). In the
Satellite ! Drone task, our method increases mean R@1
accuracy from 69.43% to 71.10% (+1.67%) and mean AP
from 51.14% to 51.48% (+0.34%). In addition, the gains
of FANet are consistent across different backbone architec-
tures. For the ConvNeXt-Base384, ConvNeXt-Base224, and
ViT-S backbones, FANet consistently improves the mean
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TABLE III
PERFORMANCE (R@1(%) AND AP(%)) ON SUES-200 FOR DRONE ! SATELLITE AND SATELLITE ! DRONE TASKS. IN BOTH TASKS, DRONE-

VIEW IMAGES ARE STYLIZED IN 10 WEATHER CONDITIONS, WHILE SATELLITE-VIEW IMAGES REMAIN CONSTANT. BEST RESULTS ARE
HIGHLIGHTED IN BOLD. * DENOTES THE USE OF OFFICIAL PRETRAINED WEIGHTS (AUTHORS’ RELEASED CHECKPOINT TRAINED UNDER

THE STANDARD SETTING). z DENOTES THE RE-IMPLEMENTATION UNDER THE STANDARD SETTING

TABLE IV

PERFORMANCE (R@1(%) AND AP(%)) ON CVUSA. THE STREET-VIEW IMAGES ARE STYLIZED IN 10 WEATHER CONDITIONS, WHILE SATELLITE-
VIEW IMAGES REMAIN CONSTANT. BEST RESULTS ARE HIGHLIGHTED IN BOLD. z DENOTES RE-IMPLEMENTATION UNDER THE STANDARD

SETTING

performance in both retrieval directions, indicating that the
proposed design is not tied to a specific feature extractor. Our
approach maintains competitive performance under normal
conditions while improving localization accuracy in chal-
lenging conditions such as complex weather, occlusion, or
information ambiguity.

3) Results on CVUSA: The satellite-view images remain
constant, while street-view images are generated under differ-
ent weather conditions. The results of our method compared
to the competitive approaches on the CVUSA dataset are
presented in Tab. IV. FANet validates improved localization
accuracy across all weather conditions compared to other
methods. Specifically, in extreme scenarios like Rain+Snow,
our R@1 accuracy increased from 76.50% to 77.86%, and the
AP score improved from 79.44% to 81.49%. These results
confirm that Ours exhibits similar generalization performance
on the CVUSA dataset as observed on University-1652, vali-
dating its competitiveness.

C. Ablation Studies

In this section, we conduct multiple ablation experiments
to validate the effectiveness of different components in the
proposed method. Our baseline consists solely of the SME

visual encoder, its feature maps are spatially aggregated by
global average pooling, and the resulting embeddings are
trained with identity loss Lid. The experimental results are
shown in Tab. V.

1) E�ectiveness of the WAGB Branch: We first analyze the
effectiveness of the WAGB branch, as it provides foundational
support for adaptive image partitioning and convolutional
region extraction. As shown in Tab. V, after integrating the
WAGB branch, the baseline model of the mean performance
of R@1 improves by 1.52% and 1.48% in two cross-view
localization tasks, respectively, while the mean performance
of AP increases by 1.49% and 1.54%, respectively. These
performance improvements indicate that the key spatial feature
regions in images vary across different scenarios, and relying
solely on predefined feature extraction may limit the robust-
ness of the model.

2) E�ectiveness of the LSAB Branch: We evaluate the effec-
tiveness of the LSAB branch to analyze its role in addressing
ambiguity and weather. As shown in Tab. V, the integration
of the LSAB branch leads to a certain improvement in the
performance of the model. In the drone-to-satellite localization
task, the mean R@1 increases from 64.10% to 64.82%, and
the mean AP rises from 68.20% to 68.90%. Similarly, in the
satellite-to-drone matching task, the mean R@1 improves from
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Fig. 5. Confusion examples of SAM segmentation.

TABLE V

QUANTITATIVE EVALUATION AND ABLATION STUDY OF FANET
COMPONENTS ON UNIVERSITY-1652. AFF DENOTES THE

ADAPTIVE FEATURE FUSION MODULE. MW DENOTES THE
MULTI-WEATHER TRAINING STRATEGY

84.11% to 84.84%, and the mean AP increases from 64.37%
to 65.12%. SAM effectively segments regions with distinct
features, such as buildings and roads, thereby enhancing the
model’s focus on relevant information. However, SAM strug-
gles to distinguish geometrically similar structures, leading to
ambiguities in dense urban areas. This necessitates synergistic
use with WAGB for robust localization. While SAM alone is
insufficient for pixel-precise localization, its semantic filtering
capability complements spatial feature learning, achieving a
balanced tradeoff between precision and robustness.

3) Why Does SAM Struggle to Di�erentiate Geometrically
Similar Structures?: The Segment Anything Model (SAM)
[15] tends to produce similar segmentation results when deal-
ing with buildings of identical shape and size, which can
lead to additional challenges. As shown in Fig. 5, image
A generates a circular region centered on the image, while
image B produces a similar circular region at its center. The
sizes and shapes of these regions are nearly identical. When
the two images are overlaid, as illustrated in the combined
image, the shapes and sizes align closely, with only slight
positional deviations. This observation highlights a potential
limitation: utilizing semantic information from SAM with a
fixed strategy or predefined weights may lead to issues in
downstream tasks. This lack of distinctiveness could hinder
robustness and generalization in downstream applications.

4) E�ectiveness of Multi-Weather Training Strategy: As
shown in Fig. 2, our method consistently outperforms MuSe-
Net in terms of R@1 and AP across various weather
conditions. Table. V shows that adding the multi-weather
training strategy increases the average Recall@1 to 66.88%
(drone ! satellite) and 86.02% (satellite ! drone), represent-
ing gains of 0.91 and 0.25 percentage points over the model
trained without multi-weather data (65.97% and 85.77%).

Additionally, our method shows significant AP improvements,
especially under complex weather conditions such as
Fog+Rain and Fog+Snow, further confirming the effectiveness
of the training strategy. For “Fog + Rain”, R@1 increased by
2.71% compared to MuSe-Net, and for “Fog + Snow”, AP
improved by 3.75%, indicating that our method generalizes
significantly better in complex environments. In addition,
our method reaches stable convergence after approximately
160 epochs, demonstrating improved training efficiency.

We further discuss the results of the multi-weather epoch
number in the two-stage schedule (see Table. VI), while using
the same training configuration and evaluation protocol as the
default setting. The results show that a moderate warm-up
yields stable gains, and 10 epochs are sufficient to improve
overall performance, extending it to 20 or 30 epochs leads
to saturated marginal gains. We therefore use 10 epochs by
default to balance accuracy and training cost.

5) Computational Cost and Deployment Implications: As
shown in Table. VII, we report total/trainable parameters,
FLOPs, and query-side latency. FANet comprises a trainable
backbone and fusion modules (124.6M trainable parameters)
and an optional frozen SAM ViT-H prior. With SAM enabled,
total parameters increase to 765.7M and computation rises to
5.47 TFLOPs, resulting in 562.27 ms latency; disabling SAM
reduces the total parameters to 124.6M and computation to
54.19 GFLOPs, with 70.63 ms latency. Overall, the dominant
deployment cost stems from the frozen SAM prior, while
the core trainable components remain comparable in scale to
representative baselines.

6) Examples of Stylized Drone-View Images on Three
Benchmarks: We generate these images by adding different
weather styles to the normal drone-view images, as shown in
Fig. 6.

7) Robustness of SAM Priors Under Adverse Weather:
Since SAM is not optimized for our synthetic weather corrup-
tions, we evaluate the stability of its generated priors across
weather conditions. Fig. 7 visualizes representative masks
under heavy rain, extreme low light, and compound degra-
dations. While severe cases may yield rough boundaries or
partially missing regions, the masks generally remain centered
around the main target. Quantitatively, using the Normal-
condition mask as reference, mask boundary agreement drops
under extreme or composite degradations (Mean IoU-to-ref:
0:55 � 0:24), which is expected since IoU is sensitive to
small boundary perturbations. Meanwhile, the spatial pointing
remains stable (normalized centroid drift: 0:034 � 0:025),
indicating that the mask still concentrates on the target neigh-
borhood. Importantly, FANet does not enforce hard cropping
with masks. Instead, LSAB uses the mask as a soft prior
to reweight features, while the global branch remains the
primary cue for retrieval. This design mitigates noise prop-
agation, when the mask quality degrades, LSAB contributes
less discriminative gain, and matching is still driven by global
structural features.

8) Robustness of Hyperparameter Sensitivity: We add a
systematic sensitivity analysis in Table. VIII by varying key
hyperparameters under an identical training protocol, including
the number of latent regions Km in LSAB, the fusion scaling

Authorized licensed use limited to: SHANGHAI UNIVERSITY. Downloaded on June 21,2026 at 13:56:21 UTC from IEEE Xplore.  Restrictions apply. 



WEN et al.: FANet FOR ROBUST AERIAL GEO-LOCALIZATION ACROSS DIVERSE WEATHER CONDITIONS 5561

TABLE VI

QUANTITATIVE EVALUATION WITH DIFFERENT NUMBERS OF MULTI-WEATHER TRAINING EPOCHS ON UNIVERSITY-1652

TABLE VII

DETAILED INFERENCE OVERHEAD OF THE METHODS

Fig. 6. Examples from three benchmarks [1], [67], [68], with differ-
ent environmental styles [14] on the normal drone-view or street-view
images. DR: Dark+Rain, OR: Over-exp+Rain, FSW: Fog+Snow+Wind, FRS:
Fog+Rain+Snow, OFSR: Over-exp+Fog+Snow+Rain.

Fig. 7. Mask visualizations across multiple adverse conditions.

of �, and the loss weight ratio between branches. Results
across both retrieval directions and all weather types indicate
that performance changes smoothly within a reasonable range:

(i) Km 2 f1; 2; 3g yields stable results, with Km = 1 being
the most robust on average and larger Km showing saturated
gains with slightly higher variance under some conditions;
(ii) a moderate fusion strength (our default 0:3�) consistently
performs best, while too small/large � weakens synergy or
over-couples the branches; (iii) a balanced loss ratio 1:1 is the
most stable, whereas biased ratios (1:2 or 2:1) slightly degrade
consistency. Overall, the proposed framework is not overly
sensitive to these hyperparameters, and our default choices lie
in a stable near-optimal region.

9) Ablation on Aggregation Rules: To isolate the effect of
the proposed weighting in our Multi-Weather Training Strat-
egy, we conduct an ablation that only changes the aggregation
rule while keeping the remaining training protocol identical.
We compare Uniform average (uniform weighting across
weather tasks) and Loss-proportional (weights proportional to
task losses). As reported in Table. IX, our weighting delivers
the best and most consistent results in both retrieval directions.
For Drone ! Satellite, the Mean R@1/AP improves from
64.22/68.39 (Uniform) and 64.16/68.25 (Loss-proportional)
to 66.88/70.85. For Satellite ! Drone, the Mean R@1/AP
increases from 85.51/66.44 and 84.61/64.69 to 86.02/68.19.
Overall, the results suggest that the proposed weighting yields
a more robust aggregation under multi-weather perturbations
than the two simpler alternatives.

10) Generalization to Unseen Extreme Weather Conditions:
To further evaluate its robustness in extreme environments,
we evaluated FANet (trained in 10 weather conditions)
against unseen composite scenarios (e.g., “Dark+Rain”,
“Fog+Snow+Wind”) on University-1652. As shown in Tab. X,
FANet achieves 25.21%/65.34% R@1 in “Dark+Rain” (sur-
passing SOTA by +5.61%/+6.14%) and maintains compet-
itiveness in “Over-exp+Fog+Snow+Rain” (surpassing SOTA
by +5.21%/+3.71%).

Meanwhile, we conducted extreme weather tests on both the
SUES-200 and CVUSA datasets, with the experimental setup
consistent with the University-1652. The models trained under
10 standard weather conditions were evaluated on unseen
extreme weather scenarios, as shown in the Tab. XI and
Tab. XII. The results indicate that our method maintains
consistent performance across both datasets, similar to the
observations on the University-1652 dataset, and significantly
outperforms existing SOTA methods across all tasks.

In the SUES-200 dataset, our method validated outstand-
ing performance in the drone ! satellite localization task,
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TABLE VIII

QUANTITATIVE EVALUATION AND SENSITIVITY ANALYSIS FOR CRITICAL HYPERPARAMETERS ON UNIVERSITY-1652

TABLE IX
QUANTITATIVE EVALUATION AND MULTI-WEATHER TRAINING STRATEGY ON UNIVERSITY-1652

TABLE X
QUANTITATIVE EVALUATION STUDY OF EXTREME WEATHERS ON

UNIVERSITY-1652. THE BEST RESULTS ARE HIGHLIGHTED IN BOLD

TABLE XI
QUANTITATIVE EVALUATION STUDY OF EXTREME WEATHERS

ON SUES-200 DATASET. THE BEST RESULTS ARE
HIGHLIGHTED IN BOLD

achieving a mean R@1 improvement of 6.5% and a mean
AP increase of over 6% compared to SOTA method. In the
satellite ! drone navigation task, our method outperformed
SOTA with a mean R@1 improvement of approximately 5%
and a mean AP gain of around 3%. These results highlight
the competitive performance of our approach, confirming its
effectiveness in enhancing model robustness, especially in
complex scenarios. In the CVUSA dataset, our performance
was consistent with the previous experiments. Notably, in

TABLE XII
QUANTITATIVE EVALUATION STUDY OF EXTREME WEATHERS ON CVUSA

DATASET. THE BEST RESULTS ARE HIGHLIGHTED IN BOLD

TABLE XIII
EVALUATION ON REAL WORLD VIDEOS. D2S DENOTES THE DRONE !

SATELLITE. S2D DENOTES THE SATELLITE! DRONE

challenging environments such as Fog+Rain+Snow, our
method achieved an R@1 increase of over 8% and an AP
improvement of over 9%. These findings further validate the
robustness and effectiveness of our method in extreme weather
and diverse scene conditions.

11) Real-World Performance Under Adverse Weather Con-
ditions: To validate real-world robustness, we collected 18
drone-satellite video pairs from YouTube to evaluate FANet
under three weather conditions, including “Dark”, “Rain”, and
“Fog”. As shown in Tab. XIII, our model consistently achieves
superior results in terms of R@1, R@5, R@10, and Average
Precision (AP). These results underscore the strong robustness
and generalization capability of our model under challenging
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TABLE XIV

QUANTITATIVE EVALUATION AND LIGHTER SEGMENTATION ON UNIVERSITY-1652

real-world scenarios with poor lighting or inclement weather
conditions.

12) Lighter Segmentation Priors: To improve deployment
practicality, we replace the heavy SAM prior in LSAB
with a lightweight alternative, MobileSAM. This substitu-
tion substantially reduces the end-to-end overhead, decreasing
total parameters from 765.7M to 134.74M, computation from
5.47 TFLOPs to 134.19 GFLOPs, and measured latency
from 562.27 ms to 111.94 ms. Despite the large efficiency
gain, MobileSAM preserves most of the performance benefit
brought by semantic priors: it achieves Mean R@1/AP of
66.59/70.53 for Drone! Satellite and 85.17/67.34 for Satellite
! Drone (see Table. XIV), which is close to the full SAM
setting (66.88/70.85 and 86.02/68.19). These results suggest
that the main contribution of LSAB comes from injecting a
reliable region-focused prior, and that a lightweight prior can
offer a better accuracy efficiency trade-off.

13) Stability Analysis: Heatmap-based Assessment: To gain
more insight into the decision-making process of the model in
different scenarios, we visualize the heat maps generated by
various models, showing the activation regions of our method
in drone and satellite images. Fig. 4a first presents our method
under various challenging weather conditions (e.g., fog, rain,
snow). Despite the potential negative impacts of these weather
conditions on image quality in terms of lighting and color
distortion, our method consistently activates the target regions
and the contextual information surrounding it. As shown in
Fig. 4b, there is a significant difference between our method
and MuSe-Net [14] in the drone view (indicated by arrows).
Our method effectively captures the target geographic area
and its surrounding context, whereas MuSe-Net, due to the
use of a fixed partitioning strategy, shows more dispersed
activations. Especially in the 270-degree view, occlusions from
buildings affect the consistency of the content in the current
region, leading to feature alignment deviations. In contrast, our
method validates greater stability in multiple drone views.

14) Visualization Analysis: To more intuitively validate the
effectiveness of our model in distinguishing subtle geograph-
ical differences and reducing spatial information loss, we
compared its retrieval results with those of the current state-
of-the-art (SOTA) method. As shown in Fig. 8a, our model
performs better in the satellite-to-drone retrieval task, achiev-
ing more accurate matches. For example, in the retrieval results
for label 220, our model correctly identifies the target in all
top five matches, whereas MuSe-Net makes errors. Taking the
TOP-5 retrieval for label 220 as an example, it can be observed
that the results of MuSe-Net include a blue house in the upper
left corner of the image, which does not exist in the query. This
suggests that MuSe-Net may be influenced by background

Fig. 8. Qualitative visualization of the Top-5 retrieval results on the
University-1652 dataset. The green boxes indicate the correct matches, and the
images in the red boxes are the wrong matches. (Best viewed when zooming
in.)

interference, leading to inaccurate matches. In contrast, our
model performs convolutions in part-level regions where each
part has a uniform information distribution, effectively pre-
serving discriminative regional features and avoiding spatial
information loss, thereby achieving more accurate retrieval
results. To further illustrate the effectiveness of our model
in capturing subtle geographical distinctions and minimizing
spatial information loss, we conducted a comparison against
the current SOTA method in the drone-to-satellite retrieval
task. As shown in Fig. 8b, for label 008, our model correctly
matches the target at the TOP 2 position, while the SOTA
method only achieves a correct match at TOP 4. Even when
our model does not match at TOP-1, it effectively focuses
on the global spatial and semantic features of the image. In
contrast, the top three matches retrieved by MuSe-Net exhibit
obvious errors; the TOP-1 result focuses only on the brown
area in the lower right corner of the query image, lacking
attention to the overall scene. TOP 2 and TOP 3 also fail due
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Fig. 9. Example visualizations of the Top-5 retrieval results on the drone-to-
satellite task by University-1652 and SUES-200 datasets, and street-to-satellite
task by CVUSA dataset. The green boxes indicate the correct matches, and the
images in the red boxes are the wrong matches. (Best viewed when zooming
in.)

to over-reliance on local visual information, and the inconsis-
tency in local feature distribution leads to misidentification in
complex or occluded scenes, ultimately affecting the retrieval
results. These comparisons further indicate that our model
has stronger robustness and adaptability in handling complex
spatial relationships, significantly outperforming current SOTA
method.

15) Examples Retrieval Results: We randomly selected
different weather conditions from three datasets to visualize
the retrieval results, as shown in Fig. 9.

16) Stability Analysis: Variance-Based Assessment: To
evaluate the stability of the model in different weather con-
ditions, we calculated and compared the variance of R@1
and AP on the University-1652 dataset, as shown in Fig. 10.
A smaller variance indicates reduced performance fluctuation
under different conditions, signifying greater robustness. The
results validate that our proposed method shows considerable
robustness in both drone ! satellite and satellite ! drone
retrieval settings. Specifically, in the drone ! satellite task,
our method achieves an R@1 variance of 33.64, which is
significantly lower than the 41.00 variance of MuSe-Net and
slightly better than our method without multi-weather training
(33.66). In terms of AP variance, our method attains 29.19,
markedly lower than the 36.11 of MuSe-Net and the 31.18 of

Fig. 10. Variance comparison of R@1 and AP across different models for
cross-view localization on the University-1652 dataset.

the method without multi-weather training. Moreover, in the
satellite ! drone task, the robustness of the proposed method
becomes even more prominent. The R@1 variance is 3.74,
significantly lower than the 7.38 variance of MuSe-Net and
better than our method without multi-weather training (7.02).
Although the AP variance increases slightly, our method still
validates higher stability with a variance of 41.74, compared
to 46.78 of MuSe-Net, further verifying the robustness of the
model in complex environments.

V. LIMITATION AND FUTURE WORK

FANet’s local branch relies on instance segmentation to
generate region priors, which introduces additional prior-
generation overhead, moreover, under low-contrast conditions
or in scenes with highly repetitive geometric structures,
the resulting region cues are more prone to instability or
mis-segmentation, thereby reducing the marginal benefit of
the local branch. In addition, our evaluation mainly covers
weather-induced appearance perturbations, when deployed in
completely new cities with markedly different architectural
styles, or under extreme degradations beyond the training
coverage (e.g., blizzard, sand/smoke scattering, or severe imag-
ing blur), near-neighbor confusion and appearance distribution
shift may become more pronounced, making retrieval ranking
more challenging. It is worth noting that, in retrieval-oriented
applications, this prior-generation overhead can be decoupled
from online querying (gallery-side priors and features can be
precomputed and cached offline) to reduce the online inference
burden. Meanwhile, local priors are integrated with global
representations via weighted/gated fusion, when the reliability
of local cues drops, their contribution can be adaptively down-
weighted so that matching relies more on global structural
representations, mitigating the impact of uncertain local priors
on overall performance. Future work will further conduct
systematic evaluations in cross-city and more extreme open-
set settings, and explore more robust region-prior construction
as well as uncertainty-aware fusion strategies.

VI. CONCLUSION

In this work, we introduce FANet, a robust cross-view
drone geo-localization framework built upon a global–local
dual-branch architecture and a multi-weather adaptive training
regime. The Weather-Adaptive Global Branch employs a style-
modulated encoder to explicitly model weather distributions,
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providing a scene-level prior. The Local Semantic Atten-
tion Branch leverages high-confidence masks generated by
Segment Anything to distill discriminative cues from salient
local regions. The two embeddings are fused via attention
alignment, preserving holistic layout while retaining fine-
grained details; treating each weather condition as a related yet
distinct task further suppresses cumulative interference during
training. Extensive experiments on University-1652, SUES-
200, and CVUSA confirm that FANet maintains competitive
accuracy and strong generalization under a variety of canonical
and composite weather conditions. For future work, we plan
to explore broader application scenarios and investigate model
versatility and practical deployment in real-world settings.
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