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Semantic Segmentation (RGB->Seg)
Generate the semantic segmentation map
for the input UAV image. Use the provided
palette; crisp boudaries, no ati-aliasing.
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Generation

Q: In this UAV nadir image, north is approximately

= towards the top-left of the frame.Two images are
provided in order: Image-1 then Image-2, captured by a
UAV in flight over the same area. In which direction does
the UAV predominantly move between Image-1 and
Image-2? Answer concisely in natural language, using a
compass direction such as 'north’, 'north-east', 'east’,
'south-east', 'south’, 'south-west', 'west', or 'north-west'.

[ A: The UAV predominantly moves towards the }@

Motion Direction 1 &
Object Counting : =
Q: Count all the roofs in the image. Then,
determine if any of these roofs are ﬁ_arﬁally
occluded by vegetation or trees within the’

large green ﬁelg at the center.
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Spatial Reasoning

% Q: Which dirt motor road is closest
to the medium-sized green field?

north-west between Image-1 and Image-2.

A: The the brown dirt motor road with small

size is nearest to the 2nd green field with

medium size, with a distance of 0.0 meters.

the brown dirt motor road with very small size @
is also at 0.0 meters from the 2nd green

green field with medium size, making both

equally closest.

Temporal Distance Change
Q: In this UAV scene, both images share a similar
orientation, with north approximately towards the top-
left of each frame. The UAV is moving roughly towards
the north-west between the two timestamps. Two
& images are provided in order: Image-1 then Image-2.
Two images are provided in sequence (Image-1 to
Image-2), showing a moving UAV view. Verify the
spatial consistency: Does the physical relationship
between the central green field and the large gray
paved walk change between the two frames?

Depth Estimation (RGB->Depth)
Generate a grayscale depth visualization
aligned with the input UAV image (near=white,
far=black), ormalized around ~100m.
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Conditional RGB Ri tion (Seg+T->RGB)
& In this UAV nadir image, north is approximately towards
= the top-left of the frame. Generate a realistic top-down
UAV RGB matching the provided semantic segmentation
(palette PNG). Maintain semantics and layout; use text
for appearance guidance. No borders, no text overlays,
no watermarks. Nadir view shows a landscaped park
adjacent to a paved motor road on the right. The park
contains paved walkways forming a grid, with
rectangular green field patches in between. A small
roofed structure sits at the bottom-left corner, and
scattered trees and benches are visible. Lighting
suggests clear day with short shadows from trees and
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Scene Captioning :

Q: In this UAV nadir image, north is |
approximately towards the top-left of the frame. |
% Answer concisely. If quantities are needed, use 1
meters or pixels. Describe the scene shown in :
this UAV nadir image. Focus on the terrain, 1
structures, and layout. :
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A: No, the distance between the green green_field

(the green green field at the center with medium

size in the first image) and the gray paved_walk

(the gray paved walk at the center with very large Q
size in the first image) did not change between

@10 and @t1; it remained 0.0 meters.

A: Nadir view shows a landscaped park adjacent

to a paved motor road on the right. The park

contains paved walkways forming a grid, with
rectangular green field patches in between. A

small roofed structure sits at the bottom-left g
corner, and scattered trees and benches are

visible. Lighting suggests clear day with short
shadows from trees and structures.
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Temporal Scene Change 1

Q: Two images are provided in order: Image-1 then 'l
Image-2. Compare or reason accordingly. Did the 1
gray paved motor road (the gray paved motor road at :
& the right with very large size in the firstimage) and 1
the brown dirt motor road (the brown dirt motor road 1
at the bottom-center with medium size in the first :
image) approach or separate between @t0 and @t1? 1
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Spatial Comparison
% Q: Among the green fields enclosed
by the large central gray paved walk,
which one is the smallest?

A: The gray paved motor road (the gray paved

motor road at the right with very large size in the

first image) and the brown dirt motor road (the

brown dirt motor road at the bottom-center with Q
medium size in the first image) approached each

other between @t0 and @t1, reducing their

separation from 1.829 meters to 0.0 meters.

A: The medium-sized green field located at

the center is the smallest one inside the

walkway. It has an area of approximately 35.6 @
m?, which is significantly smaller than the
surrounding fields, and the green field at the

left with very large size at 714.0 m2.

Figure 1: UAVReason, a unified benchmark for nadir-view spatio-temporal reasoning and cross-modal genera-
tion. 1Frame-VQA (Left): Single-frame reasoning with orientation cues (e.g., north), requiring object counting,
scene captioning, spatial reasoning, and comparison ability. 2Frame-VAQ (Middle): Two-frame temporal rea-
soning over aligned viewpoints, probing motion direction and temporal changes in relative distance and scene
changes. Generation (Right): Pixel-level conditional synthesis with diverse inputs, covering semantic segmentation
(RGB—Seg), depth estimation (RGB—Depth), and conditional RGB reconstruction from segmentation and text
prompts (Seg+T—RGB).

Abstract

textures, and ambiguous top-down orientations.
These factors severely disrupt semantic ground-
ing and hinder both spatial reasoning and con-
trollable generation. To bridge this critical

Vision-Language models (VLMs) have demon-
strated remarkable capability in ground-view

visual understanding but often fracture when
deployed on high-altitude Unmanned Aerial
Vehicles (UAVs). The failure largely stems
from a pronounced domain shift, characterized
by tiny and densely packed objects, repetitive
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gap, we introduce UAVReason, the first unified
large-scale multi-modal benchmark dedicated
to nadir-view UAV scenarios, derived from a
high-fidelity UAV simulation platform. In con-
trast to existing UAV benchmarks, which are
largely siloed and focus on single tasks like



object detection or segmentation, UAVReason
uniquely consolidates over 273K Visual Ques-
tion Answering (VQA) pairs, including 23.6K
single frames with detailed captions, 68.2K 2-
frame temporal sequences, and 188.8K cross-
modal generation samples. The benchmark
probes 22 diverse reasoning types across spa-
tial and temporal axes while simultaneously
evaluating high-fidelity generation across RGB,
depth, and segmentation modalities. We fur-
ther establish a strong, unified baseline model
via multi-task learning. Extensive experiments
validate the efficacy of our unified approach
across diverse metrics, such as EM/F1 for VQA,
mloU for segmentation, and CLIP Score for
generation. These results indicate limitations
of general-domain vision-language models and
show that unified multi-task learning substan-
tially improves UAV-native performance. All
data, code, and evaluation tools will be publicly
released to advance UAV multimodal research.

1 Introduction

Vision-Language Models (VLMs) have reshaped
visual understanding by aligning images and text at
scale, enabling open-ended recognition, grounding,
and reasoning across diverse tasks (Radford et al.,
2021; OpenAl, 2023; Liu et al., 2023). Such capa-
bilities are increasingly central to embodied agents,
including Unmanned Aerial Vehicles (UAVs), mo-
bile robots, and autonomous systems, that per-
ceive, reason, and act in complex, dynamic envi-
ronments. However, today’s VLMs remain largely
ground-centric and often degrade in aerial scenar-
i0s, since most pretraining corpora are dominated
by human-centric, ground-view imagery (Lin et al.,
2014; Young et al., 2014). When deployed on high-
altitude UAV platforms, models face a pronounced
domain shift: objects appear tiny and densely
packed; textures are repetitive (e.g., rooftops and
foliage); and the absence of a stable horizon yields
ambiguous top-down orientation.

As summarized in Table 1, existing aerial
datasets primarily focus on individual tasks such
as detection (Zhu et al., 2020; Xia et al., 2018)
and segmentation (Lyu et al., 2020; Nigam et al.,
2018; Waqgas Zamir et al., 2019). While recent ef-
forts explore monocular depth (Pan et al., 2024;
Florea et al., 2021), embodied intelligence in ur-
ban spaces (Zhao et al., 2025a), or dedicated UAV
VQA (Li et al., 2024b; Wang et al., 2024), they
typically lack integrated geometric supervision and
cross-modal generation within a unified protocol.
This fragmentation results in isolated training of

understanding and generation tasks. Consequently,
models fail to benefit from the complementary ge-
ometric cues shared across tasks, which are crucial
for learning robust representations in nadir-view
UAV scenarios. In this paper, we argue that UAV-
native capabilities require jointly modeling “reason-
ing” and “generation”. Perceiving small, ambigu-
ous overhead objects requires precise pixel-level
spatial reasoning beyond semantic alignment. For
models that can answer VQA questions, those that
can additionally generate segmentation maps from
text exhibit a richer form of scene understanding:
they capture not only what an object is, but also
where it is and what its spatial shape looks like.
To fill this gap, we introduce UAVReason, a
unified large-scale nadir-view benchmark for mul-
timodal UAV scene reasoning and generation (see
Figure 1). Built from a single, high-fidelity UAV
platform to ensure domain consistency, UAVRea-
son consolidates dense RGB—Depth—Segmentation
supervision with two complementary tracks: Rea-
soning Track: over 273,000 VQA pairs includ-
ing 23,600 single frames each with detailed scene
captions, and 68,223 temporal 2-Frame sequences.
Generation Track: 188,800 cross-modal sam-
ples spanning tasks, e.g., RGB—Segmentation,
Depth/Segmentation—RGB, and text-conditioned
generation. Our main contributions are as follows:

* A unified nadir-view benchmark. We introduce
UAVReason, the first large-scale benchmark de-
signed to jointly evaluate spatio-temporal rea-
soning and high-fidelity cross-modal generation
under a consistent UAV domain. We design a
diverse set of 22 question types across four rea-
soning axes, moving beyond simple recognition
toward spatial-temporal UAV reasoning.

* A strong, unified baseline. We develop and
rigorously evaluate a single multi-task model that
learns all tasks within UAVReason, establishing
a reproducible baseline for this new paradigm.

* Clear analysis and empirical insights. Exten-
sive experiments reveal specific failure modes
of general-domain VLMs in aerial views and
demonstrate how unified multi-task learning fa-
cilitates UAV-native capabilities.

2 Related Work

UAV Vision Benchmarks. The UAV aerial
imagery landscape has evolved from detection-
oriented benchmarks, e.g., VisDrone (Zhu et al.,



Meta  Dense Geom. Reasoning Gen.

Category Dataset Scale & Stats

Typ Vw Dep Seg VQA Tmp Cap CMG

VisDrone (Zhu et al., 2020) R M 262k frames, 10k imgs
) UAVDT (Du et al., 2018) R M 80k frames
Detection / )
Segmentation UAVid (Lyu et al., 2020) R (0] 3 300 labeled 4K seqgs
AeroScapes (Nigam et al., 2018) R M 3 3.3k images
DOTA/ISAID (Xia et al., 2018) R M 3 188k/655k instances
Geometry / UAVScenes (Wang et al., 2025) R M 3 3 >120k frames (RGB+L)
Multi-sensor WildUAV (Florea et al., 2021) R M 3 >1.5k high-res imgs
MoNA Bench (Pan et al., 2024) R M 3 MAV nav. benchmarks
Mid-Air (Fonder and Van Droogenbroeck, 2019) S M 3 3 Sim. trajectories
Synthetic TartanAir (Wang et al., 2020) S M 3 3 Sim. navigation
SynDrone (Rizzoli et al., 2023) S M 3 3 Physics simulation
University-1652 (Zheng et al., 2020) R M 72 univs / 1652 bldgs; Google Earth
RSVQA-LR (Lobry et al., 2020) R N 3 7721imgs, 77k QA
RSVQA-HR (Lobry et al., 2020) R N 3 10.7k imgs, 1.07M QA
RSICD (Lu et al., 2018) R M 3 10.9k imgs, 5 Cap/img
VQA /RS HRVQA(Li et al., 2024b) R N 3 53k imgs, 1M QA
EarthVQA (Wang et al., 2024) R N 3 3 6k imgs, 208k QA
RSIVQA (Zheng et al., 2022) R M 3 37k imgs, 111k QA
VRSBench (Li et al., 2024c) R M 3 3 29k imgs, Cap+QA
Uni ed UAVReason R N 3 3 3 3 3 3 23.6k frames with Caps; 68.2k Seq

273k VQA; 188.8k Gen Pairs

Table 1: Comparison with existing UAV, aerial, and remote sensing benchmarks. We summarize representative
datasets by category and by supported supervision and tasks, including meta properties (Typ, Vw), dense geometry
signals (Dep, Seq), reasoning capabilities (VQA, Tmp, Cap), and generation support (CMG), together with dataset
scale and statistics. Legend: Typ denotes real (R) or synthetic (S); Vw denotes nadir (N), oblique (O), or mixed
(M) views; Dep and Seg indicate dense depth and segmentation annotations; VQA, Tmp, and Cap indicate visual
guestion answering, temporal reasoning, and captioning; CMG indicates cross-modal generation.

2020) and DOTA (Xia et al., 2018), to dense prevision from paired dense geometry under aerial
diction datasets, e.g., UAVid (Lyu et al., 2020),viewpoints. Consequently, they remain vulnera-
and high-level reasoning, e.g., HRVQA (Li et al.,ble to hallucinations and unstable grounding when
2024b). However, these datasets remain largelgleployed in aerial scenarios.

task-speci c, isolating perception from reason-Aerial-adapted VLMs. Recently, some ap-
ing and lacking integrated evaluation of spatioproaches, e.g., GeoChat (Kuckreja et al., 2024) and
temporal VQA with pixel-level generation. In con- EarthGPT (Zhang et al., 2024) mitigate the domain
trast, UAVReason overcomes these limitations byshift via instruction tuning but lack support for
unifying perception, reasoning, and generative cazontrollable cross-modal generation, limiting their
pabilities on a consistent nadir-view platform. ability to enforce structural consistency. In contrast,
we ne-tune a uni ed architecture on UAVReason,

Vision-Language Models. Standard VLMs, e.g., L . . ]
S . establishing a baseline that couples reasoning with
LLaVA-OneVision (Li et al., 2024a) and Qwen2- . . : :
pixel-level synthesis. We show that incorporating

VL (Bai etal,, 2025b), achieve remarkable general enerative objectives provides effective structural

purpose understanding. However, they suffer fro fiors. leading to improved spatial percention
pronounced ground-centric bias when transferred ' 9 P P P pron.

to nadir views. More critically, their discriminative 3 | aAVReason Benchmark

nature restricts outputs to textual responses, thereb .

hindering the pixel-level synthesis (e.g., depth/seg®-1 Dataset Construction

mentation) required for dense spatial grounding irDifferent from existing benchmarks in Table 1,
aerial environments. To transcend text-only outdAVReason is constructed as a uni ed benchmark
puts, recent works, i.e., Janus (Wu et al., 2024¥pr spatio-temporal reasoning and cross-modal gen-
OmniGen (Xiao et al., 2025), and Bagel (Zhaoeration in nadir-view UAV scenarios (see Figure 2).
et al., 2025b) have integrated generative capabiliFo support such capabilities, the benchmark is de-
ties into transformer-based models. Despite theisigned to provide not only semantic annotations,
promise, these general-domain models lack supdput also precise, metric-level geometric ground-



Figure 2: Overview of UAVReason benchmark tasks and I/O protocols. Top (Reasoning): Language-centric
reasoning on nadir-view UAV imagery, including single-frame spatial queries (e.g., counting/comparison and
referring questions with orientation cues), global scene captioning, and two-frame temporal reasoning (motion
direction and cross-time relational veri cation). Middle (Geometry prediction): Dense pixel-level supervision
aligned to the same UAV frames, covering RGBepth (grayscale depth visualization, near-to-far) and RGigg

(palette PNG with crisp boundaries). Bottom (Conditional generation): Controllable RGB synthesis conditioned
on geometric modalities and text, including Depth+TeRGB, Seg+Text RGB, and Depth+Seg+TextRGB.
Together, these tasks unify semantic reasoning with geometric/structural constraints, supporting uni ed training and
evaluation of grounding delity, geometric consistency, and controllable synthesis in the UAV domain.

ing across space and time. As shown in Figure 3ver, raw LiDAR point clouds are inherently sparse
we develop an automated pipeline that systematin the image plane. To address this, we render
cally transforms raw multi-sensor UAV data into dense depth maps from the high- delity 3D envi-
geometry-aware representations suitable for reeenment meshes registered to the sensor trajecto-
soning and generation. In particular, our construcdes in UAVScenes. We con gure an off-screen
tion leverages UAVScenes (Wang et al., 2025) asenderer with the exact camera intrinsics and ex-
a high- delity data source, which offers synchro-trinsic pose for each frame. The renderer's Z-buffer
nized camera and LiDAR streams with accuraterovides accurate ground-truth depth supervision.
sensor calibration across diverse real-world envi-

ronments, including towns, valleys, and airportsgp |nstance Lifting and Re nement. With
These properties enable dense geometric superdense depth maps available, we derive explicit
sion to be derived directly from the underlying 3D object-level ground truth to de ne instance identity
environment, without reliance on manual semantiGand 3D localization, enabling geometry-grounded
annotation, while preserving physical consistencyguestion—answer pairs on object identity, location,
and quantitative spatial relations. We rst extract
Depth Rendering. We rst obtain dense, pixel- candidate object regions via connected-component
aligned depth as the geometric foundation for subanalysis on semantic segmentation masks. In nadir-
sequent reasoning and question generation. Howiew imagery, occlusions and limited resolution
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